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Abstract

During the past decades, the study and the control of boundary layer separation have motivated

lots of research projects within a wide part of the scientific community, in close interactions with the

aeronautical industrial network. In order to develop an energetically efficient strategy to control

separation, it is interesting and effective to formulate active flow control problems in terms of

optimization problems. In this context we propose here to derive Reduced-Order Models based

on Proper Orthogonal Decomposition (POD ROM) that can reproduce with a sufficient degree

of reliability the spatio-temporal dynamics of separated flows. As a matter of fact, the growing

interest for these models comes from their potential role as surrogate models, in the resolution of

large-scale constrained optimization problems that are frequently encountered in flow control. The

general approach consists in substituting the high-fidelity model of Navier-Stokes equations by an

approximated model that captures the essential features of the original dynamics, and furthermore

is cheaper to compute. POD, which is the optimal decomposition in terms of energy, can be

used to describe the flow in a low dimensional subspace spanned by a few number of dominant

modes. However, it can happen that the traditional POD-Galerkin approach results in a poorly

accurate or unstable POD ROM. Thus in this work various calibration methods are set up and

compared to improve the efficiency of this model. The main idea behind the calibration framework

proposed here is to determine in the POD ROM system of equations, auxiliary parameters that

are computed by resolving appropriate constrained minimization problems. Finally the calibration

methods are assessed for three flow configurations of different complexity: the wake flow behind

a circular cylinder simulated by DNS at Re = 200; the separated flow on the upper-surface of an

airfoil, measured by PIV at Re = 4.6 × 106 and simulated by DNS at Re = 5000.
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I. INTRODUCTION

Many investigations have already been undertaken in the direction of suppressing or de-

laying the boundary layer separation, all motivated by the development of efficient control

procedures (in terms of energy budget). To derive optimal control laws and thus contribute

to improve current actuation devices, a method consists in deriving and solving a constrained

optimization problem based on the minimization of an objective function representing sep-

aration (a functional of vorticity, for example) using specific control parameters (unsteady

blowing/suction velocities) and under constraints (the Navier-Stokes system) [1].

The major difficulty lies in the high iterative resolution generally used when dealing

with this optimization framework. In turn this generates huge numerical costs when the

Navier-Stokes equations are used as governing equations [2]. To get around this obstacle,

reduced-order modelling [3] is a powerful concept which enables a representation of the

dynamics of large-scale systems on a small number of modes (see Fig. 1). Using this method

reduces significantly the numerical requirements associated to the optimal control approach.

Figure 1: Schematic of the POD reduced-order modelling approach.

Starting from a set of discretized state solutions, the idea of reduced-order modelling is

to compress the information contained in a given database, thus holding back the essential

features of the flow. Using the Proper Orthogonal Decomposition (POD) [4], it is possible

to extract a set of modes generating by construction the optimal basis for the energetic

description of the flow. Then, a Galerkin projection of the Navier-Stokes equations onto

a finite number of POD modes yields subsequently a set of ordinary differential equations

in time (ODEs). The resolution of this POD Reduced-Order Model (POD ROM) provides
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a prediction of the temporal dynamics of the flow in the POD subspace and this model

can be used as a surrogate model of Navier-Stokes equations inside an optimal control

procedure. This approach has already been considered successfully by Graham et al. [5] and

more recently by Bergmann et al. [6] to control the wake flow of a circular cylinder in the

supercritical regime.

For many reasons, the POD ROM derived using the Galerkin approach is not sufficiently

accurate in reproducing the dynamics of the high-fidelity model. The first reason lies in

the Galerkin projection where the truncation is applied in the POD subspace. Indeed, the

neglected POD modes correspond to small scale structures and introduce dissipatives errors

in the model. As a consequence, the system may diverge at long times. Also, the lack of

POD ROM accuracy can be seen as the natural results of intrinsic numerical instabilities of

the model [7]. Finally, the contribution of the pressure term in the Galerkin projection is

often neglected because pressure fields are generally not accessible in the case of experimental

data. This contribution should however be modelled to correct approximation errors [8].

To improve the global accuracy of the models, calibration methods are developed [9, 7]. In

this circumstance, auxiliary parameters are added to the POD ROM equations and computed

to model the information losses or approximation errors brought by the truncated projection.

In this study, three databases corresponding to different dynamics are used to assess the

methodology of constructing a calibrated POD ROM. The method is initially applied on a

generic configuration of separated flow: the wake flow of a circular cylinder at Re = 200

(DNS code Icare, IMFT/University of Toulouse). Then, this approach is assessed using a

set of snapshots issued from PIV measurements of a separated flow on the upper-side of

an ONERA-D airfoil at Re = 4.6 × 105. The last test case is concerned with a massively

separated flow around a NACA012 airfoil at Re = 5000 (DNS code Fluent).

These three benchmark configurations are thereafter called DNS-cylinder, PIV-airfoil

and DNS-airfoil respectively.

4



II. POD-GALERKIN MODEL

A. Reducing the dimensions: Proper Orthogonal Decomposition

Let Ω be the physical space of discretization and x ∈ Ω. Let {u(x, ti)}i=1,...,Nt
be a set of

Nt snapshots taken on a time interval T . This database can be generated by DNS or PIV

(velocity, pressure, temperature fields, . . . ). Using the “method of snapshots” introduced by

Sirovich [4], the velocity can be expanded in terms of spatial POD eigenfunctions Φi(x) and

temporal POD eigenfunctions ai(t):

u(x, t) = um(x) +
Nt∑

i=1

ai(t)Φi(x), (1)

where um(x) is the mean time velocity estimated as an ensemble average of the flow real-

izations contained in the set of snapshots.

The energetic optimality of the POD basis suggests that only a very small number of

POD modes Ngal ≪ Nt may be necessary to describe efficiently any flow realizations of the

input data. Indeed, the Φk are solutions of the maximization problem:

max
Φ

< |
(
u,Φ

)
Ω
|2 > with

(
Φ,Φ

)
Ω

= 1. (2)

< . > denotes the ensemble average and (., .)Ω the classical L2 inner product on Ω. It can

be shown [4] that the POD method of snapshots reduces to a Fredholm integral eigenvalue

problem: ∫

Ω

C(t, t′)ai(t
′)dt′ = λiai(t), (3)

where C(t, t′) is the temporal correlation tensor:

C(t, t′) =
1

Nt

(
u(x, t),u(x, t′)

)
Ω
. (4)

Solving this problem gives the eigenvalues λi that represent the energy of each mode and

the temporal coefficients. The spatial basis functions Φi are then easily calculated as:

Φi(x) =
1

Tλi

∫

T

u(x, t)ai(t) dt. (5)

The POD eigenmodes Φi form an orthonormal set of basis functions and by construction,

they constitute an optimal basis in the sense that it captures more energy in a given number

of modes than any other basis. Hence, these functions are good candidates to compress
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information, by keeping only Ngal modes (instead of the Nt considered in (1)) to reconstruct

the velocity field:

u(x, t) ≃ um(x) +

Ngal∑

i=1

ai(t)Φi(x). (6)

Figure 2 shows the first POD modes obtained in the DNS-cylinder case (200 snapshots

corresponding to 2 periods of Von Kármán vortex shedding). As classically encountered in

the literature, they are associated in pairs with almost the same energy (see Fig. 3).

To summarize the approach considered here, if V∞ is the space of the continu-

ous solutions of the state equations (Navier-Stokes), the discretization space VNt
=

span
{
u(x, t1), . . . ,u(x, tNt

)
}

is a first reduced basis where the discretized solutions of the

Navier-Stokes equations (measured or computed) form the high-fidelity dynamics of the flow.

However, the shortcoming of this basis is that the time discretization samples are not chosen

optimally. Indeed in PIV or numerical simulations, the sampling is typically done uniformly,

and thus it does not take into account the specific dynamics of the flow. Using POD, this

space of discretization can be reduced to VNgal
= span

{
Φ1(x), . . . ,ΦNgal

(x)
}
. Projecting

the Navier-Stokes equations on this reduced subspace VNgal
yields the low-fidelity dynam-

ics, approximation of the dynamics of the full-order space, that can be computed very fast.

The next section describes this so-called reduced-order model, built for the DNS-cylinder

benchmark case.

B. Galerkin projection

To derive the POD ROM system of equations, the weak form of Navier-Stokes equations

is restricted to the POD subspace spanned by the first Ngal spatial eigenfunctions Φk. The

Galerkin projection yields:

(
∂u

∂t
+ (u.~∇)u,Φi

)

Ω

=

(
−~∇p +

1

Re

∆u,Φi

)

Ω

. (7)

Finally, inserting the expansion (1) into the Galerkin projection (7), we obtain after some

algebraic manipulations the following set of ODEs:






ȧi(t)=Ci + Lijaj(t) + Qijkaj(t)ak(t) +
(
−~∇p,Φi

)

Ω
,

ai(0)=

(
u(x, 0) − um(x),Φi(x)

)

Ω

,
(8)
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(a) Mode 1. (b) Mode 2.

(c) Mode 3. (d) Mode 4.

(e) Mode 5. (f) Mode 6.

Figure 2: Iso-values of Φu
i longitudinal component of the spatial POD eigenfunctions Φi for the

DNS-cylinder configuration.

where the Einstein summation convention is used and all the subscripts run from 1 to Ngal.

The coefficients Ci, Lij and Qijk depend explicitly on Φi and um (see appendix A).

In the classical POD-Galerkin approach, these coefficients are first calculated once and

for all at the beginning of the procedure. Then, the set of equations (8) is integrated in

time with a fourth-order Runge-Kutta scheme yielding a set of predicted time histories for

the mode amplitudes ai, which can be compared with the POD temporal eigenfunctions

aex

i (tk) = (u(x, tk) − um(x),Φi(x))Ω. For an incompressible flow, the pressure term writes(
−~∇p,Φi

)

Ω
= −

∫
Γ

pΦi ·n dx where n is the outward unit normal at the boundary surface

Γ. In this development, like in the majority of the applications, the pressure term is simply
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neglected, as a first approximation [6, 10].

The dimension Ngal is determined in such a way that the major part of the flow energy

is captured in the model. Figure 3 represents the relative energy contained in each POD

mode for the cylinder configuration. This figure shows that for this flow configuration the

energy is concentrated in a very small number of modes: six POD modes are here sufficient

to represent 99.9% of the flow energy. Thereafter, we thus consider Ngal = 6 for the DNS-

cylinder configuration.
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Figure 3: Relative energy content of the POD eigenvalue spectrum for the DNS-cylinder configu-

ration. λi denotes the eigenvalue associated to the POD mode i.

When the POD ROM (8) is integrated in time under these conditions, the original flow

dynamics is globally well reproduced but the accuracy is not perfect. As shown in figure 4,

the most energetic mode is well reconstructed, while for the higher modes the maxima

remain over-estimated. This behavior is mainly linked to the lack of dissipation generated

by the truncation involved in the POD Galerkin approach. Indeed, the higher POD modes

corresponding to the dissipative scales of the flow are not taken into account explicitly in

the model. It is thus necessary to model their action, following the framework generally

applied in Large Eddy Simulation.

In order to improve the accuracy of the POD ROM prediction, various calibration meth-

ods are introduced in the following section and tested on the DNS-cylinder configuration.

Then, these methods are further assessed for two other more complex configurations.
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Figure 4: Comparison of the predicted (red lines) and reference (black symbols) mode amplitudes

for the DNS-cylinder configuration. No calibration was used.

III. CALIBRATION METHOD

Essentially, the idea is to introduce into the POD ROM equations auxiliary parameters

that are determined so that the amplitude coefficients ai(t), computed by solving (8), are

as close as possible to the corresponding reference amplitudes aex

i (t). A strategy consists in

taking as a starting point the general philosophy of data assimilation methods [11]. We try

to improve our knowledge of the system by combining as well as possible the observations of

the system states (the exact POD modes in our case), and the form of the dynamical model

(obtained by the Galerkin projection). As a result, these calibration terms can be estimated

by considering two conditions of increasing level of constraint:

1. the form of the calibrated POD ROM equations has to fit the observations,

2. the temporal dynamics predicted by the calibrated POD ROM has to fit the observa-

tions.

A. Computing calibration terms

Following the analogy with Large Eddy Simulation in turbulence modelling, the cali-

bration terms can be eddy-viscosities functions of the POD mode index and eventually of

time [12]. Another possibility is to add constant or/and linear terms to the set of equa-

tions [7, 13]. The number of free parameters in the calibrated system depends on the spe-

cific approach followed in the calibration procedure. In this study, the following calibration

procedures are tested:
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1. linear terms Gij : ȧi(t) = Ci + (Lij + Gij)aj(t) + Qijkaj(t)ak(t).

2. constant terms Fi and linear terms Gij : ȧi(t) = (Ci + Fi) + (Lij + Gij)aj(t) +

Qijkaj(t)ak(t).

3. eddy-viscosities αi independent of time: ȧi(t) = C′
i + L′

ijaj(t) + Qijkaj(t)ak(t) where

C′
i and L′

ij are deduced from Ci and Lij by adding an optimal correction factor 1+αi

to the term 1/Re.

B. Calibration using least squares procedure

To simplify the future description of the various calibration methods, let Cij be the generic

unknown calibration coefficients introduced in the previous section. Moreover, let us define

âi(t) the continuous spline function that interpolates the set of points {(tk, aex

i (tk))}k=1,··· ,Nt
.

The calibration coefficients Cij can be found as the solutions minimizing the following

quadratic functional:

J (ȧi, Cij) =

Ngal∑

i=1

Nt∑

s=1

[ȧi(ts) − ˙̂ai(ts)]
2,

where the analytic expression of ȧi(t) is given by (8) and ˙̂ai(t) is estimated by numerically

evaluating the time derivative of the reference spline.

The minimum of J is found when the partial derivatives ∂J /∂Cij vanishe. After some

manipulations, this least squares problem gives rise analytically to a linear system that can

be solved easily and rapidly to determine Cij (to spare space, we do not give more details on

the analytical development which is tedious but straightforward, see [14] for more details).

Indeed, the CPU time needed to compute the calibration terms is less than 0.5 second

for the various calibration procedures considered. With this fast calibration procedure,

we now obtain for the DNS-cylinder configuration an accurate POD ROM. This result is

clearly highlighted on figure 5 where a calibrated model with constant and linear terms was

used. The maxima over-estimations which occur when the POD ROM is not calibrated are

corrected. The prediction is now correct and even for high-order POD modes.
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Figure 5: Comparison of the predicted (red lines) and reference (black symbols) mode amplitudes

for the DNS-cylinder configuration. The reduced-order model obtained by Galerkin projection for

Ngal = 6 was calibrated by addition of constant and linear terms. Calibration is performed using

the least squares procedure.

C. Comparative influence of each calibration terms

In order to compare quantitatively the various calibration procedures introduced in sec-

tion 3.1, we introduce Ei, the temporal reconstruction error associated to the POD mode i,

defined as:

Ei =
1

Nt

√√√√
Nt∑

s=1

(ai(ts) − âi(ts))
2.

Figure 6 presents, for the DNS-cylinder configuration, the errors Ei obtained using the

three calibration methods. Except for the first POD mode where the error is minimal when

the POD ROM is calibrated by using a linear term, for the other POD modes the error

is minimal when constant and linear terms are used for the calibration (for instance, the

error associated to mode 6 on figure 6).By adding the errors obtained for all POD modes,

it appears that the calibration using constant and linear terms is the most efficient. In

addition, for this flow configuration, the calibration using eddy viscosities constant in time

provides a worse approximation than the other calibration procedures.

The differences between these calibration procedures can be explained by looking at the

role played by the calibration coefficients on the model. In practice, the ith constant term

of calibration only alters the corresponding ith POD mode dynamics, whereas the linear

terms of calibration allow to exploit the interactions between modes i and j. Indeed, as

one can note on figure 7, the contributions of the linear calibration terms are greater for
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Figure 6: Comparison for the DNS-cylinder configuration of the temporal reconstruction error Ei

obtained for various kinds of calibration terms. Calibration is performed using the least squares

procedure. (a): No calibration, (b): viscous terms, (c): linear terms, (d): constant and linear

terms.

the off-diagonal terms, and it is all the more true for the higher POD modes. However,

it is also noted that the interactions between modes are rather local. It seems that the

corrections terms only alter the POD modes corresponding to the same scales. By nature,

the calibration procedures based on the modification of eddy viscosities do not bring any

possibility of interaction between POD modes. In that, their impact are similar to the

calibration methods consisting in modifying the constant terms, even if in practice the

constant and linear terms are corrected at the same time. To make this type of calibration

more effective, it is interesting to consider time-dependent eddy viscosities [12]. The best

relative efficiency of the calibration procedures based on the constant and linear terms seems

to be explained by its impact on the whole model. Consequently, thereafter, the results

concerning the calibration methods will be based on the determination of the constant and

linear terms.
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Figure 7: Graphical representation of the linear calibration term obtained for the DNS-cylinder

configuration.

D. “Intrinsic stabilization”

Kalb & Deane have recently proposed a calibration method which they term “intrinsic

stabilization”. The idea is to project the error onto the POD modes and modify the POD

ROM coefficients to reduce these errors (see [15] for a detailed description). Here we under-

line the fact that the calibration is performed once the model is built on the POD basis, just

like the calibration methods presented in this work. This numerical procedure is applied to

the flow configurations studied here and compared with the others on figure 8.

E. Constrained Optimization Procedure

Although the least squares procedure gives very good results in the case of the DNS-

cylinder configuration, this approach only corresponds to the first condition stated at the

beginning of section 3. A natural improvement of the previous approach consists in seeking

the calibration terms as the solutions of a constrained optimization problem [1]. Indeed, one

can consider that the calibration procedure is equivalent to determine control parameters

(here, the constant and linear terms Fi and Gij) which minimize the cost functional J (here,

a measure of the difference between ai(t) obtained by the calibrated POD ROM and âi(t)

the coefficients of reference) given by:

J (ai, Fi, Gij) =

Ngal∑

i=1

Nt∑

s=1

[ai(ts) − âi(ts)]
2 ,
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under the constraints of the state equations (here, the calibrated POD ROM):

ȧi(t) = (Ci + Fi) + (Lij + Gij)aj(t) + Qijkaj(t)ak(t). (9)

This constrained optimization problem is solved using the Lagrange multiplier method

as described in [1]. The constraints are enforced by introducing the Lagrange multipliers or

adjoint variables ξk, and the Lagrangian functional L:

L(ai, Fi, Gij , ξk) = J (ai, Fi, Gij) −

Ngal∑

k=1

Nt∑

s=1

ξk(ts)Nk(ai, Fi, Gij),

where the expression Nk(ai, Fi, Gij) = 0 corresponds to the constraints (9).

Considering that each argument of L is independent of the others, the optimality system

is determined by setting the first variation of L with respect to the adjoint variables ξk, the

state variables ai, and to the calibration terms Fi and Gij to be equal to zero.

Setting the first variation of L with respect to the Lagrange multiplier ξk equal to zero,

we recover the state equation Nk(ai, Fi, Gij) = 0. When we set to zero the first variation of

L with respect to the state variable ai, the adjoint equations are derived. Finally, setting

the first variation of L with respect to the control parameters Fi and Gij equal to zero yields

the optimality conditions. These equations are only equal to zero at the minimum of the

objective function.

The optimality system formed by the state equations, the adjoint equations and the

optimality equations represents the first order Karush-Kuhn-Tucker optimality conditions

for the constrained optimization problem (see appendix B). This system of coupled ordinary

differential equations is generally solved using an iterative method [12] because the state

equations associated to the optimization problem often correspond to a large-scale system

(thousands or even million of degrees of freedom are frequently encountered in engineering

computations). Here, it is also possible to solve this system of coupled equations using a

“one-shot” method because the state equations are formed by a low-order dynamical model

with a very small number of modes. This procedure called pseudo-spectral method was

recently suggested by [7]. In this study, we compare both methods to solve the optimality

system:
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1) Iterative procedure

The iterative process is performed as follows:

Initialize the calibration terms Fi and Gij . A good initial guess to improve the convergence

of the algorithm is to use for instance the results of the least squares procedure as initial

conditions. Then, for all the POD modes:

1. Solve the calibrated model forward in time to obtain the mode amplitudes a
(n)(t).

2. Solve the adjoint equations backward in time for the adjoint variables ξ(n)(t).

3. Estimate the optimality conditions and determine the functional gradient on the time

interval of the optimization.

4. Use this estimate of the gradient to update the control parameters with an optimization

method [12].

5. If a stopping criterion is satisfied, stop; otherwise, return to step (i).

2) Pseudo-spectral procedure

The pseudo-spectral procedure is also tested to solve the optimality system. The reader is

referred to Galletti et al. [7] for a detailed description of the numerical procedure. Using this

approach, the equations are discretized on a Gauss-Lobatto collocation grid, which renders

the time derivatives easy and fast to compute as matrix-vector products using Chebycheff

differentiation matrices (see [7] for a full description). The optimality system is then solved

in “one-shot” using a Newton method which as we will see, improves the speed of convergence

compared to the iterative procedure.

Efficiency of the constrained optimization procedures

Figure 8 compares for the DNS-cylinder configuration the temporal reconstruction er-

ror Ei relative to the least squares calibration and the method proposed in [15], to the one

obtained with constrained optimization methods. We can first notice that the least square

calibration described in section IIIB appears to be more efficient in this case than the “in-

trinsic stabilization” proposed in [15]. On the other hand, for this benchmark configuration
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the use of a more sophisticated optimization procedure improves the results obtained by the

least squares approach, more particularly for the first POD modes i.e. the most energetic

ones. On figure 8, the stopping criterion for the iterative resolution is chosen in order to

limit the CPU time needed to compute the calibration terms. As a consequence, the relative

efficiency of this method is not as good as the pseudo-spectral approach, although the same

system of equations is solved.
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Figure 8: Comparison for the DNS-cylinder configuration of the temporal reconstruction error Ei

obtained for various calibration methods. (a): Intrinsic method, (b): Least squares method (con-

stant and linear terms), (c): Constrained Optimization (iterative), (d): Constrained Optimization

(pseudo-spectral).

Indeed, with regard to the previous results, the relative CPU times of the methods exhibit

many differences (Tab. I). The CPU time necessary for the resolution by the pseudo-spectral

procedure is approximately 12 times less than that corresponding to the iterative method.

However, the larger memory storage needed for the “one-shot” resolution can be prohibitive

in particularly complex configurations.

Finally, from a numerical point of view, the most efficient POD ROM calibration method,

corresponds to the resolution of a constrained optimization problem. In addition to this

aspect of pure numerical performance, this approach is also more satisfactory mathemati-
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Calibration method CPU time

Least squares procedure 0.15 s

“Intrinsic stabilization” 1.04 s

Constrained minimization - pseudo-spectral resolution 18.9 s

Constrained minimization - iterative resolution 714.6 s

Table I: Comparison of CPU times for different calibration methods - DNS-cylinder case. In all

methods (except the intrinsic stabilization), the calibration is performed on constant and linear

terms.

cally because it takes into account in a more complete way the constraints that the cali-

brated POD ROM must check. Moreover in this flow configuration, the resolution using the

pseudo-spectral approach introduced by Galletti et al. [7] is more efficient than the iterative

procedure. Let’s also underline that the results obtained by the least squares approach can

naturally be used to initialize the unknown control parameters and thus increase the speed of

convergence of more complex procedures. Section IV thus applies the constrained calibration

method to compute constant and linear calibration terms for more complex configurations.

F. Predictive character of the calibrated POD ROM

Another step completing this investigation on the DNS-cylinder case, consists in inspect-

ing the validity of the POD ROM after the final instant corresponding to the last snapshot

of the set. Indeed, one of the major issues of using POD ROM as approximations of full-

order systems is the ability to predict the dynamics after the time interval of the snapshots

(i.e. the time interval during which the simulations or the measurements are performed).

By construction, the model reproduces the reference dynamics in the time interval of the

snapshots, but there is no rigorous justification to extrapolate the approximation outside of

it. Using the same benchmark DNS-cylinder, figure 9(a) represents a non calibrated POD

ROM based on 6 modes. This graphical representation using phase evolution is useful to

show the long times reconstruction of the dynamics. As a matter of fact, for the periodic

coefficients of the model considered in this case, the phase evolutions of each pair of mode

must be a close curve. As clearly shown by figure 9(a), the quality of the temporal recon-

struction tends to deteriorate at long times: the oscillations are well reconstructed but their
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amplitudes decrease with time. When the model is calibrated using constant and linear

terms computed as the solution of a minimization problem, the reconstruction errors are

corrected at long times (Figure 9(b)).

(a) No calibration.

(b) Calibration.

Figure 9: Phase portraits of mode 1 and 2, 2 and 3, 3 and 4. In black, temporal modes from POD;

in red predictions obtained with a 6-modes POD ROM. Comparison with and without calibration

of the POD ROM in the DNS-cylinder case. Calibration is performed using constant and linear

terms computed by least square procedure.

IV. APPLICATION TO MASSIVELY SEPARATED FLOWS AROUND AN AIR-

FOIL

As we have seen so far, the present methodology is very efficient in the DNS-cylinder case,

but this flow configuration is quite simple in space (big energetic Von Kármán structures) and

in time (fairly periodic dynamics of the vortex shedding). We are now going to investigate

the application of this accurate POD Reduced-Order Modelling approach to more complex

flow configurations, concerning separated flows on the upper-surface of an airfoil.
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A. Set of snapshots measured by PIV (PIV-airfoil case)

A set of snapshots is measured by Particle Image Velocimetry (PIV) on a stalled config-

uration corresponding to the flow on the upper-surface of an ONERA-D airfoil (Fig. 10(a)).

The angle of attack is α = 16o and the Reynolds number is equal to Re = 4.6 × 105. The

measurements are performed in the S1 open-loop wind tunnel of IMFT and the airfoil is

mounted between two side plates to avoid three-dimensional effects. The acquisition fre-

quency of the PIV is fs = 100 Hz, and Nt = 1200 snapshots are stored to derive the POD

ROM. The measured zone is located around the leading edge of the airfoil where the sepa-

ration occurs, and thus the dynamics of the wake is not captured. Figure 10(b) presents the

measured mean velocity field of this set of snapshots. The separation point is located at 1%

of the chord length and the onset and development of the recirculating zone is captured (fig-

ure 10(b)). In the numerical implementation of the calibration procedures, the time interval

of the snapshots is T = Nt × (fs)
−1 = 12.

(a) PIV setup. (b) Mean velocity field.

Figure 10: PIV measurements of the flow around an ONERA-D airfoil at α = 16o and Re = 4.6×105.

Figure 11 representing the eigenvalues associated to each POD mode shows that the

energy for the PIV-airfoil case is distributed on a large number of modes compared to the

DNS-cylinder case. In dotted lines on the figure, the truncation used to generate the POD

ROM is chosen in order to capture the major part of the flow energy. In the DNS-cylinder

case, 99.9% of the flow energy is contained in the first six modes, whereas in the PIV-airfoil

19



case, 170 modes account for 99% of the flow energy. Unlike the DNS-cylinder case where the

POD modes work in pairs (Fig. 3), the eigenvalue spectrum of the PIV-airfoil case shows

that all modes have almost comparable energies, which illustrates the relative complexity of

this configuration.
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Figure 11: Relative energy content of the POD eigenvalue spectrum for the PIV-airfoil configura-

tion. λi denotes the eigenvalue associated to the POD mode i.

Following the same methodology as in the previous benchmark configuration, the POD

modes relative to this case are used as a basis to derive a POD ROM. As presented in

figure 12, their spatial structure is quite different from that of the DNS-cylinder case, and

the scale separation from the first to the higher modes is not as clear as in the DNS-cylinder

case.

Without any calibration procedure, the POD ROM built using 170 POD modes diverges

after half of the time interval of the snapshots T . When the system is calibrated using the

least squares procedure (constant and linear terms are added), the dynamics of the POD

ROM becomes roughly consistent with the reference dynamics, as a first approximation

(Fig. 13). As clearly shown, the time temporal reconstruction is less precise than in the

DNS-cylinder case. This is probably due to the fact that now many more small-scale flow

features contribute to the high frequency dynamics, which is smoothed by the truncation

procedure adopted.

Unfortunately, for the PIV-airfoil case both iterative and pseudo-spectral procedures
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(a) Mode Φ1. (b) Mode Φ2. (c) Mode Φ3.

(d) Mode Φ4. (e) Mode Φ5. (f) Mode Φ6.

Figure 12: L2 norm of the first modes for the two-dimensional velocity measured in the PIV-airfoil

case.

of calibration diverge at first times of the numerical resolution. The calibration methods

developed in this study are then fully efficient in the simple DNS-cylinder case but only

allow to build a coarse model for the airfoil configuration. The next section deals with the

reasons leading to this bad approximation in this particularly complex case.

B. Bad POD ROM temporal reconstructions in the PIV-airfoil case

The assumption advanced here to explain the coarse approximations in the PIV-airfoil

case is linked to the limitation of PIV in terms of temporal sampling. It is found to be the

major difficulty to derive accurate POD reduced-order models in this kind of flow configu-

rations when experimental data are used. There are two points to look at:

• Sampling parameters: sampling frequency and number of samples;

• The organized character of the flow.
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(a) No calibration.
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(b) Calibration.

Figure 13: Comparison of the predicted (red lines) and reference (black symbols) mode amplitudes

for the PIV-airfoil configuration. Calibration is performed using the least squares procedure.

1. Sampling parameters

In the present experiments, even if high frequency PIV is used (results are not presented

here but 1 kHz PIV was tested) the temporal sampling seems too low to derive an accurate

POD ROM. Indeed the high temporal coefficients associated to high frequencies are not

correctly reproduced and lead to a divergence of the whole model, mainly because of the

rough approximation of their time derivatives. Moreover it must be underlined that the

highest frequencies of the temporal coefficients are much larger than the frequency of the

vortex shedding itself. At this Reynolds number in order to capture the leading edge vortex

shedding it is necessary to sample the snapshots at a very high frequency, which often
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remains an unsuitable issue when performing the PIV measurements. As a matter of fact and

despite recent advances in the field of time-resolved PIV measurements, it is still impossible

to measure velocity fields at frequencies higher than a few kHz. Therefore it seems that

POD Reduced-Order Models for the kind of flows like the PIV-airfoil case encounter a

technological limit, in the way they are derived actually. It seems however that a particular

sampling method of PIV called Dual-Time PIV (DTPIV) [16] can be used to evaluate the

time derivatives of the temporal coefficients ai(t) from data that are undersampled in time,

which enables the use of the calibration methods to correct potential approximation errors.

2. Organized features of the flow

When dealing with strongly non-periodic flow dynamics (the PIV-airfoil case for in-

stance), building an accurate POD ROM appears then to be a quite tricky task. Indeed the

compression efficiency of POD is directly related to the rank of the correlation matrix (in

the case of the snapshot POD), i.e. the correlation in time of the snapshots. The more or

less periodic character of the flow plays then a crucial role. In the study of Perret et al. [16]

where the DTPIV technique is used, the flow dynamics is strongly periodic, close to the dy-

namics of the DNS-cylinder flow, and quite well predicted without any calibration methods.

Also, the recent work of Buffoni et al. [13] concerning transient flows tends to show that

POD Reduced-Order Models can provide relatively accurate approximations in particular

non-periodic configurations, if sophisticated calibration methods are applied.

The limit of reduced-order modelling occurs when the POD ROM is strictly equal to the

full-order model, in the extreme case where all snapshots are uncorrelated (undersampled

snapshots, purely turbulent flow, . . . ). The rank of the correlation matrix is then maximal

and no compression using POD is possible as there is no big dominant organized structure

to extract but series of little coherent structures. Because of the sampling and the measured

region of the PIV-airfoil case that does not capture strong enough periodic events, the POD

ROM is too close this limit, and thus rather inefficient. In the next section these parameters

are fixed by performing a DNS of the flow around an airfoil at high angle of attack, capturing

the dynamics of the wake characterized by a Kelvin instability forcing organized features.
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C. Set of snapshots simulated by DNS (DNS-airfoil case)

We consider here an incompressible two-dimensional vortex-shedding flow around a

NACA012 airfoil, for a Reynolds number Re = 5000 and an angle of attack α = 17o.

The database was computed with the commercial code Fluent and is only composed of ve-

locity snapshots. Figure 14(a) represents a typical snapshot contained in the database. The

flow dynamics includes a vortex shedding at the leading edge, a massive separation on the

upper-side of the airfoil, and a large wake downstream the trailing edge. As it can be in-

ferred from Fig. 14(b), the energy of the flow is concentrated on the first POD modes, which

suggests a stronger organized character of the flow than in the PIV-airfoil case. Moreover,

the temporal sampling of the snapshots can be performed at high frequency (the largest

being the inverse of the time step of the simulation) and can then be more adequate than

in the previous pathological case.

(a)Iso-values of the longitudinal

velocity.
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(b)Relative energy content.

Figure 14: One typical snapshot and relative energy content of the POD eigenvalue spectrum for

the DNS-airfoil configuration.

The first POD modes of the DNS-airfoil configuration are shown in Fig. 15. The spatial

organization is close to that encountered classically in the literature for the DNS-cylinder

configuration. Indeed, the POD modes are associated in pairs of same energy, which is

characteristic of the strong periodic behavior of the Von Kármán vortex shedding in the wake

of a cylinder. Unlike the PIV-airfoil case, the strongly periodic vortex shedding is captured

by POD and thus allows a more efficient extraction of coherent structures dynamics.

Following the same methodology as previously, a 8-modes POD-Galerkin system which
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(a)Mode 1. (b)Mode 2. (c)Mode 3.

(d)Mode 4. (e)Mode 5. (f)Mode 6.

Figure 15: Iso-values of Φu
i longitudinal component of the spatial POD eigenfunctions Φi for the

DNS-airfoil configuration.

also contains 99.9% of the flow energy is computed. The dynamics predicted by the POD

ROM without calibration is shown in Fig. 16(a). It appears that the temporal dynamics of

the system is more unstable than in the case of the DNS-cylinder configuration. The maxima

over-estimations are much more important, in particular for high temporal coefficients where

the model tends to diverge at long times. However, the reconstruction is not as coarse as

in the PIV-airfoil case, as the temporal sampling is much higher and the dynamics is much

more periodic.

At the opposite, the calibrated model using constant and linear terms computed as solu-

tions of a constrained optimization problem presents a very good prediction of the system

dynamics, even for the POD modes of high index. The over-estimates are corrected and we

then succeed to have an accurate representation of the original dynamics (Fig. 16(b)).

Without any calibration the prediction after the time interval of the snapshots is less

accurate than for the DNS-cylinder case, as the dynamics is slightly more complex. Fig-

ure 17(a) shows that the POD ROM tends to diverge after twice the time interval of the

snapshots. When the model is calibrated on the time interval of the snapshots using the
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a1(t) a3(t) a5(t)

(a) No calibration.

a1(t) a3(t) a5(t)

(b) Calibration.

Figure 16: Comparison of the predicted (red lines) and projected (black symbols) mode amplitudes

for the DNS-airfoil configuration. The reduced-order model obtained by Galerkin projection for

Ngal = 8 is used without and with calibration of the coefficients. Calibration is performed using a

constrained optimization of constant and linear terms.

same calibration as before, the prediction becomes accurate even at long times (Fig. 17(b)).

V. SUMMARY AND PERSPECTIVES

We now summarize the major achievements of this work and examine close-term outlooks

concerning the use of calibrated POD ROM.

For the DNS-cylinder case, the least squares procedure based on the addition of con-

stant and linear terms seems to be sufficient to calibrate efficiently the POD ROM. In this

simple flow configuration, the constrained optimization procedure initialized by the solu-

tions of the least squares procedure, does not improve drastically the predictive accuracy

of the calibrated model but it introduces a physical constraint that gives more sense to

the calibration. The part concerning the PIV-airfoil case is the first attempt to build a
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a1(t) a3(t)

(a) No calibration.

a1(t) a3(t)

(b) Calibration.

Figure 17: Temporal evolutions of the projection coefficients after the time interval of the snapshots.

Black circles mark the temporal modes from POD; in red predictions obtained with a 8-modes

POD ROM. Comparison with and without calibration of the POD ROM in the DNS-airfoil case.

Calibration is performed using a constrained optimization of constant and linear terms.

high-Reynolds-number POD ROM based on PIV snapshots of a poorly periodic flow config-

uration. In this case, the only calibration method that does not diverge is the least squares

procedure. The accuracy of the model built here is not perfect but may be sufficiently ad-

equate as a first approximation. The predictive accuracy for times beyond the interval of

snapshots was not tested in this case, as the temporal reconstruction is not accurate enough.

Further research in this direction will need to use a very high temporal sampling as it is

likely that bad predictions are caused by poor temporal resolution of the reference POD

coefficients. This hypothesis is confirmed by the results obtained using the third benchmark

case.
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The DNS-airfoil case shows that the POD ROM is able to reconstruct the dynamics of

a separated flow on the upper-side of an airfoil. Moreover, the calibration techniques tested

in this paper are able to correctly reproduce the dynamics after the time interval of the

snapshots.

The next step concerns the use of calibrated models in an optimization loop to perform

optimal control. The POD ROM as it is derived in this study is local in the sense that

it remains valid on a given region of the parameters space. When solving an optimization

problem, it is thus necessary to recompute the POD basis and consequently the POD ROM,

if the approximation error exceeds a “trust region” threshold. This methodology is the

core idea of the TRPOD algorithm [17]. However, calibrated Reduced-order Models are still

not suitable for optimal control application in realistic spatio-temporal applications based on

PIV measurements. If the reference dynamics has strong periodic features generated by low-

frequency phenomena, it is still possible to have a reasonable temporal reconstruction that

can be fairly improved using the calibration methods developed in this work. In particularly

periodic cases it is conceivable to predict the dynamics long time after the time horizon of

the measurements or the simulation. Direct applications concern real-time feedback control

as the optimal control loop is greatly accelerated by the use of POD Reduced-Order Models.
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Appendix A

The coefficients Ci, Lij and Qijk of the system (8) result from the Galerkin projection

and their expression is given by:

Ci = − (Φi,
(
um . ~∇)um

)
Ω

+
1

Re

(
Φ, ∆um

)
Ω

(A1)

Lij = − (Φi,
(
um . ~∇)Φj

)
Ω
− (Φi,

(
Φj . ~∇)um

)
Ω

+
1

Re

(
Φi, ∆Φj

)
Ω

(A2)

Qijk = − (Φi,
(
Φj . ~∇)Φk

)
Ω

(A3)

Their numerical evaluation is straightforward using classical finite difference schemes.
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Appendix B

The system of equations solved to compute constant and linear calibration terms (Fi

and Gij) by constrained optimization is presented here. The optimality system referred in

section III E, also known as the first order Karush-Kuhn-Tucker equations is stated below:

State equations






ȧi(t)=Ci + Fi + (Lij + Gij)aj(t) + Qijkaj(t)ak(t)

ai(0)=

(
u(x, 0) − um(x),Φi(x)

)

Ω

(B1)

Adjoint equations






dξi

dt
= −

K∑

j=1

Gjiξj −
K∑

j=1

K∑

k=1

ξj (Qjik + Qjki) ak − 2(ai − âi)

ξi(T ) = 0

(B2)

Optimality conditions

{∫ T

0

ξi(t)aj(t) dt = 0 (B3)

The coupled resolution of equations (B1), (B2) and (B3) is then performed in this work

by two numerical approaches, i.e. iterative and pseudospectral, as exposed in section III E.
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